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Virtual Agents for Human Communication:

Emotion Regulation and Involvement-Distance Trade-Offs 
in Embodied Conversational Agents and Robots

Matthijs Pontier

English Summary

Background
There is a growing interest in developing embodied conversational agents (ECAs) and robots. They can make games 
more interesting, accommodate those who are lonely, provide health advice, make online instructions livelier, and can 
be useful for coaching, counseling, and self-help therapy. In extreme circumstances, robots can also be the better self of 
human  operators  in  executing  dangerous  tasks.  For  example,  NASA initiated  the  P2P-  Human-Robot  Interaction 
program to explore the possibility of robots and humans collaborating as teammates, while perceiving each other as  
peers (Fong & Nourbakhsh, 2004). 
Thus far, ECAs and social robots were mainly developed from a technical point of view (e.g., ELIZA Weizenbaum,  
1966). Breazeal (2002) describes that the underlying model was almost lay theory, for example, showing that smiles  
express happiness and frowns sadness. Theories and models of human behavior were not extensively used.
Designing ECAs or robots is not a technical matter alone. Apart from artificial intelligence and software engineering for  
multimedia hardware, theories and models of human behavior are as important to explain communication rules, social  
interaction and perception, or the appraisal of certain social situations. In mediated interpersonal communication and 
media  psychology,  emotions  play  a  salient  role  and  cover  an  important  area  of  research.  Modern  technologies  
increasingly allow emotions to be communicated in sophisticated ways through electronic devices and screens, both 
between people being physically apart from each other (computer-mediated communication) and between people and 
computers (human-computer interaction) (Konijn & Van Vugt, 2008). 
The idea that human-computer interactions may improve by considering emotions is sustained by repeated findings that  
humans, even experienced computer users, are inclined to treat their computers as largely natural and social and that 
they interact in affective ways with computers (Brave & Nass, 2002; Reeves & Nass, 1996). For example, people can  
feel pleased by the flattery of a computer, even though the flatterer is just a piece of equipment. Furthermore, people are  
polite  to  computers,  just  as  they are  polite  to  humans.  In  contrast,  people  can  also feel  offended by an  impolite  
computer, for example if a virtual human suddenly disappears from the screen without saying or waving goodbye. 
Robot  designers  face  the  challenge  to  create  ECAs  that  can  understand  and  simulate  genuine  affective  behavior.  
Existing ECAs are often capable of generating meaningful responses in a conversational setting. For example, Welbo  
(Anabuki et al., 2000) assists humans in a mixed reality space with handling physical and virtual objects in real time. 
However, none of these applications incorporate emotional intelligence. Although we do not believe computers are 
emotionally intelligent themselves yet, we agree with the founder of the field of affective computing Picard (1997) that  
a computer can at least act emotionally intelligent.
The idea of affective computing is that computers act as having emotions, and detect and understand user emotions to  
respond appropriately to the user. Virtual humans who show emotions may increase the user’s appreciation of a system.  
The positive effects of showing empathetic emotions are repeatedly demonstrated in human-human communication 
(e.g., Konijn & Van Vugt, 2008) and are even seen as one of the functions of emotional display. Such positive effects  
may also hold when communicating with a virtual human. Users may feel emotionally attached to virtual humans who  
portray emotions, and interacting with such “emotional” embodied computer systems may positively influence their 
perceptions of humanness, trustworthiness, and believability. A study by Brave et al. (2005) showed that virtual humans 
in a blackjack computer game who displayed empathic emotions were rated more positively, received greater likeability  
and trustworthiness, and were perceived with greater caring and support capabilities than virtual humans not showing 
empathy. In addition, user frustration may be reduced if computers consider the user’s emotions (Konijn & Van Vugt,  
2008).
In this PhD project, I looked into models of human emotional behavior. Together with my co-researchers, I formalized 
these models, so computers can use them to compute their ‘own emotions’, and behave affectively like humans do. As 
described in the following sections, the existing models all point at important aspects of human affective behavior, but  
none of them covers it all. In this project, we looked where the existing theories add to each other, and how they can be  
integrated. Additionally, many detailed design choices had to be made to create a working computational system, a  
challenge the original theorists have never confronted. Adding precision and explicating hidden assumptions may count  
as a contribution to emotion theory. The newly created theory and formal model can be implemented in ECAs and 
robots to make them exhibit emotional intelligence. This can be useful in many kinds of applications, such as self-help  
therapy (see e.g., Chapter 5). 



Emotion models
At the start of the project, we dived into various emotion theories to make a selection of the theories and models we 
wanted to use for computational modeling. Especially appraisal models of emotion seemed useful for this purpose. The 
following sections describe the models and theories we looked into, and the adjustments we made to fill theoretical  
omissions we encountered when formalizing them. Then follows a brief description of how we combined the adjusted  
versions into an integrated model of affect generation and regulation.

Gross
Historically, emotions were seen as neural activation states in the brain without a function. Recent research provides 
evidence that  emotions  are functional  (e.g.,  Damasio,  2000).  They have a facilitating function in decision-making, 
prepare a person for rapid motor responses, and provide information regarding the ongoing match between organisms 
and  environments.  Emotions  also  have  a  social  function.  They  provide  us  information  about  others’ behavioral 
intentions, and script our social behavior (Gross, 1998). 
To be adaptive to the user in performing emotional behavior, ECAs should be able to regulate their emotions during a  
conversation. For example, if a virtual coach is angry at a user who has not performed his or her exercises, angry  
shouting may not be the most appropriate way to motivate people.
In  the  past  two decades,  psychological  research  has  started  to  focus more  on emotion regulation (e.g.,  Davidson, 
Putnam,  and  Larson,  2000;  Gross,  1998;  2001;  Ochsner  &  Gross,  2005;  Thompson,  1994).  Informally,  emotion 
regulation  can  be  described  as  the  process  humans  undertake  to  increase,  maintain  or  decrease  their  emotional 
responses.  Recent neurological findings have changed the consensus that emotion regulation is a simple, top-down 
controlled process: limbic centers that are responsible for generating emotions show bidirectional links with cortical 
centers that monitor and regulate those emotions (Gross, 1998).
To build emotion regulation into ECAs, Chapter 2 takes the informal theoretical model by Gross (1998) as its point of 
departure. This model describes five types of strategies humans use to adapt their emotion response levels: (1) situation 
selection, (2) situation modification, (3) attentional deployment, (4) cognitive change, and (5) response modulation. As  
can be seen in Figure 1.1, the first four emotion regulation strategies are applied before the emotion response tendencies  
actually have taken place. After this, the emotional response is generated, existing of an experiential, a behavioral, and a 
physiological  component.  The  behavioral  component  can  be  modified  by the  fifth  emotion  regulation  strategy of  
response modulation (e.g., emotion suppression). 

Figure 1.1. Emotion regulation model by Gross (2001).

We refined  Gross’ account  by conceptualizing and formalizing his  informally described  theory,  as  described  in 
Chapter 2, and named the resulting model CoMERG (Cognitive Model of Emotion Regulation based on Gross’ theory). 
Simulation experiments were performed on agents in a virtual environment to test the internal validity of the model.  
Additionally, we incorporated CoMERG in a virtual storytelling application in Chapter 3, and performed additional 
simulation experiments. With these simulation experiments we made sure that the internal logic of the model was valid. 
By doing so, we also tested the internal consistency of Gross’ original theory. This in itself is a theoretical contribution 
because parameters and hidden assumptions had to be explicated. An example of this is that the increase in level of 
emotion is determined by the weighted sum of the emotional values of the elements corresponding to the emotion 
regulation strategies. Additionally, in Chapter 4, CoMERG was successfully validated against human skin conductance 
data, indicating that also from an empirical viewpoint it had its validity. 

Furthermore, inspired by CoMERG, we developed a pilot application in which a virtual therapist helped the user 
through a self-help questionnaire.  This application is described in Chapter 5. A pilot experiment indicated that users 
found  the  ECA helpful  in  filling  out  the  computer-based  questionnaire,  thus  decreasing  the  number  of  potential 
treatment drop-outs. This finding can be used to improve Web-based self-help therapies.



The emotion generation in this application was performed based on expert knowledge of clinical  psychologists,  
which we translated into mathematical formulas, based on those developed for CoMERG. Although this method of  
emotion generation seemed sufficient  for the virtual  therapist  application, we reasoned that it  would not suffice in  
applications demanding more elaborate emotional behavior, for example, in making decisions based on rational as well  
as affective influences.
Many existing applications show a lack of emotional intelligence, which may raise irritation and frustration in the user.  
For instance, Microsoft’s Clippit (the paperclip in Microsoft Office) always stays nice and polite, no matter how rude 
you treat it. If it keeps on providing you unhelpful information and you type ‘GET LOST!!’ it will politely direct you to 
some help topics containing the words ‘get’ and ‘lost’. Another example is the Agneta & Frida system (Höok et al.,  
2000),  which  mostly gives  rather  negative,  sarcastic  responses  but  irrespective  whether  this  is  appropriate  to  the 
situation. In other words, many ECAs and robots fail conversation-wise because they cannot apply the right emotional 
response to the right situation.
There should be a balance between being nice and being negative and the robot should know when to express which 
emotion. To create complex personalities with humanlike properties (Shapiro et al. 2006), virtual characters should be 
capable of mixed responses to their human user (e.g., “Although you try your best, your work is insufficient”).
Artificial intelligence and cognitive-emotional robotics have been concerned with modeling specific emotions (e.g.,  
fear, happiness), situation-based emotional inferences, or neurological foundations of emotions (Bosse et al., 2007). The 
explanation of ambiguities in affective responses is new to artificial intelligence approaches. It also is an only-recently 
opened and still vague area in the cognitive sciences. To fill this gap, we looked into a model that explains affective  
processes, including emotional ambiguities, based on interpersonal and mediated communication.

I-PEFiC
Interactively Perceiving and Experiencing Fictional  Characters  (the  I-PEFiC model) (Van Vugt  et  al.,  2009)  is  an 
integrative and empirically validated account of how users respond to ECAs. The I-PEFiC model is shown in graphical  
format  in  Figure 1.2.  This  model  stems from the field  of  human-computer  interaction and media psychology and 
focuses on the way humans emotionally perceive and experience fictional characters, such as movie characters, media  
figures,  or  ECAs,  and  how  this  relates  to  the  (intended)  use  of  ECAs.  I-PEFiC  focuses  on  trade-offs  between 
involvement and distance of the user with the ECA from a local feature level up to a global judgment of being satisfied  
or dissatisfied. 
This way, the ECA can recognize and mimic the experiential ambiguities that are typical for human affect and that  
transpire when, for instance, a user is perceived as beautiful but at the same time as unskilled. The ECA follows I-
PEFiC as the affective structure to build up a relationship with its user, the results of which are fed into CoMERG.  
Whereas I-PEFiC provides the reasons for the elicitation of emotion, CoMERG controls the regulation of emotion. The 
simulation experiments in Chapter 6 showed that the model turned out to be adequate for simulating the dynamics of  
involvement-distance trade-offs and their influence on being satisfied with the outcome, and that it could replicate the  
sometimes counterintuitive findings found in previous empirical studies (e.g., Van Vugt et al., 2009).
In the encoding phase of the computational I-PEFiC model, the ECA assesses the Ethics of the user (being of good or 
bad intent), the Aesthetics (beautiful or ugly), and Realism. Moreover, the user is evaluated for the possibilities he or  
she offers (Affordances) for interaction with the ECA. 
In the comparison phase of the model, the ECA takes into account in how far it perceives its Similarity with the user.  
The perceived features are assessed for Relevance and Valence regarding the ECA’s goals (cf. Frijda, 1986). Here,  
Valence determines the direction of the impact on the emotions of the ECA (positive or negative),  and Relevance  
determines the intensity of this impact. 
In the response phase, the ECA uses the perceptions described above to determine the intentions to interact with the user 
to achieve its own ECA goals (Use Intentions). Furthermore, the levels of Involvement with and Distance towards the 
user are determined.
In Chapter 6, we describe how we refined the original, informally described I-PEFiC model by conceptualizing and  
formalizing  the  I-PEFiC model.  By doing  so,  we  added  to  the  theory of  human-computer  interaction  and  media 
psychology. By implementing I-PEFiC as a behavioral model for ECAs, I-PEFiC serves for our ECAs to evaluate their  
users. This way, ECAs can be involved or at a distance dependent on the way they perceive the user’s behavior. By 
performing simulation experiments, we tested the internal consistency of the computational I-PEFiC model, as well as 
the original, informally described model.



Figure 1.2: The I-PEFiC model shown in graphical format (Van Vugt et al., 2009).

As a next step, we extended the computational I-PEFiC model with goal-directed judgment formation (Hoorn et al.,  
2007) and overt actions, as described in Chapter 7. This way, the ECAs had the availability over goals to establish  
beliefs about how certain actions would sustain or obstruct them. This resulted in a model I-PEFiC ADM that can explain 
Affective Decision Making in terms of  emotional ambiguities (i.e., involvement-distance trade-offs). This is in fact a 
more elaborated way of the situation selection in CoMERG. Simulation experiments showed that this enabled agents to 
make decisions based on rational as well as affective influences. The explication of this mechanism is a contribution to 
the theory. 
However, the actions the agents took in the simulation experiments did not have any effect on their virtual interaction  
partners. Therefore, in Chapter 8, we extended the model of affective decision making such that the agents change their  
perceptions and beliefs about other agents if actions are taken. Furthermore, we managed that specific emotions can be 
simulated. In simulation experiments, the agents behaved intuitively compelling, and as would be expected from the  
theory (Van Vugt et al., 2009). This provides evidence that these extensions improve the existing theory.

EMA

Figure 1.3. Computational instantiation of the cognitive-motivational-emotive system (Marsella & Gratch, 2009).

Although the results described in paragraph 1.2.2. are nice, there still was something missing. The developed formulas 
to calculate specific emotions were largely based on lay theory. For the simulations in Chapter 8 this appeared to be  



sufficient. However, we reasoned that for applications in which ECAs simulate specific emotions while communicating 
with human users in real-time, a more elaborated way of simulating specific emotions was needed.
Marsella & Gratch (2009) formalized the theory of Emotion and Adaptation of Smith and Lazarus (1990) into EMA. 
Virtual humans can use EMA to appraise the environment, leading to an affective state that can be coped with if it is too  
negative. In cognitive appraisal theories, appraisal and coping center on people’s interpretation of their relationship with 
the environment. Several empirical studies demonstrated EMA’s effectiveness in simulating realistic human emotional 
responses when compared with human behavior (e.g., Mao and Gratch, 2006). Figure 1.3 shows EMA in graphical  
format.  The  agent  appraises  the  environment,  in  terms  of  various  appraisal  variables  relating  to  goals,  such  as  
desirability,  likelihood, and responsibility for reaching desired or undesired goal-states. EMA contains an elaborate 
method of how these appraisal variables lead to specific emotions; something that was lacking in I-PEFiCADM. The agent 
can cope with negative affect by performing a number of coping strategies, in which the agent changes its actions, plans 
and intentions in one way or the other.

Integration into Silicon Coppélia
Chapter  9  looks into CoMERG,  I-PEFiCADM and  EMA from a  broader  perspective.  All  three  approaches  point  at 
important aspects of human affective behavior, but each misses out on some aspect. Therefore, this Chapter aligns and 
contrasts the different affect models as they were derived from the original emotion theories, and account for some 
conceptual decisions. By integration of the previous three, we created a new computational model, which we named  
Silicon Coppélia1. Simulation experiments showed that Silicon Coppélia expectedly exhibited richer affective behavior 
than CoMERG, I-PEFiCADM and EMA could do on their own (see Chapter 9). This indicates that integrating these three  
theories led to a new theory that provides a more complete picture.
To confront the integrated model with real users and verify the empirical validity of its theoretical tenets, we created an 
application with an ECA that had Silicon Coppélia installed, as described in Chapter 10. This ECA played a tic-tac-toe 
game,  while  showing emotions  by means  of  facial  expression.  Emotion  expression  related  to,  among others,  the  
likelihood of winning or losing the game. Due to trade-offs between rational decision making for game play versus 
affective decision making for liking the user, when the ECA was very involved with the human opponent, it would let  
the opponent win, because it had friendly feelings for that person. The fact that Silicon Coppélia can be used to produce  
realistic behavior internally validates the model, as well as the original theories that were used for the integration.

Empirical testing
The simulation  experiments  of  Chapters  10  showed  that  Silicon  Coppélia generates  realistic  behavior,  or  at  least 
behavior that is consistent with the theories the models are based on. Thus, the model is internally consistent, logically.  
But we also wondered whether it was valid, empirically. CoMERG proved to be successful in explaining physiological 
data as described in Chapter 4. However, we wanted to perform a more extensive empirical study to demonstrate that 
formalizing theories  leads  to  sophistication and precision in  test  predictions.  Moreover,  we wanted  to  control  the  
ecological  validity of our new-born theory at the level of affective behavior.  Therefore,  as a final test in this PhD 
project, we had participants interact with our ECA to compare its affective performance with that of humans. 
Our aim was to have users diagnose the motives, emotions, and cognitive-affective structure of the ECA, which ideally 
should be similar to a real human. The emotionally laden situation of a speed date seemed to perfectly fit this purpose,  
because in this setting people naturally wonder what the other thinks of them – in our case, in terms of the variables of  
the Silicon Coppélia software. Chapter 11 describes an application in which the affective ECA performs a speed date  
with the human user. After a successful pilot study, we used this application for the ecological validation of Silicon 
Coppélia in Chapter 12. Apart from being controlled by our software, in a second condition, the ECA was controlled by  
a human confederate as in a Wizard of Oz study (Landauer, 1987) to test for possible differences in affective behavior 
between a human-operated and a software-operated ECA.
In both conditions, the participants were told they were interacting with an artificial agent. After the speed-date, we  
asked the participants how they thought the ECA perceived them. Results showed that  in emotion expression and  
affective decision making, software-controlled behavior equaled human-operated behavior of ECAs. What differed, 
although  not  completely,  was  the  cognitive-affective  structure  responsible  for  those  effects  as  perceived  by  the  
participants.  In  other  words,  our  theories  and  simulations  of  those  theories  are  confirmed  for  the  overt  affective 
behaviors but only partially, and weakly for the inner workings of affect. Some further work is needed here.
This indicates Silicon Coppélia  is  useful  for  developing applications in make ECAs or  robots behave emotionally 
human-like when they interact with humans, for example in self-help therapy, virtual storytelling, serious games, or  
entertainment. However, we cannot claim yet that the cognitive structure behind this emotional behavior fully matches 
human cognitive structure. The newly created theory, which is more detailed than the original theories, may closely  
approach human cognitive structure, but not completely yet. Moreover, stronger evidence is required.

Summary and interpretation of results
Part 1 of this dissertation gave the background for doing the research that has been done in this PhD project. Further, the 
theories we used for doing this research were shortly explained, and a short introduction on the chapters in Parts 2, 3  

1  In the story Der Sandmann by E.T.A. Hoffmann (1815), Coppélia is a mechanical dancing doll that is so realistic 
that a boy named Franz falls in love with her.



and 4 was given.
Part  2 focused on the development of CoMERG, the Computational model of Emotion Regulation based on Gross’ 
theory.  CoMERG integrates both quantitative, dynamical aspects (such as levels of emotional response) and qualitative 
aspects  (such as  decisions to regulate emotion).  The model  is  adaptive,  and provides  the possibility to simulate a 
simplification of an emotion regulation process, including effects of events such as therapies and traumas, as illustrated 
in the simulation experiments described in Chapter 2. The patterns produced by the model were found to be consistent 
with Gross’ descriptions of examples of human regulation processes (Gross, 1998, 2001). 
In Chapter 3, a virtual environment was created, which included a number of ECAs that were equipped with CoMERG.  
To test the behavior of the model in a prototyping phase, the simulations were visualized in a graphical environment.  
The resulting movies provided a first  indication that  the emotion regulation strategies as described by Gross were  
implemented successfully. 
In Chapter 4, we fitted the reappraisal-specific components of the CoMERG to empirical data. By applying parameter 
tuning techniques, optimal fits of the model were found against the (averaged) patterns of the skin conductance data.  
The errors that were found turned out to be relatively low. Moreover, they were compared to the errors produced by a  
baseline variant of the model where the adaptive cycle was removed, and were found substantially lower. This provides  
evidence that adding the adaptation cycle improves the existing theory.
By implementing  Gross’ theory (see Chapter 2) and testing it  against  empirical data (see Chapter 4),  this research 
project  has  contributed to the insight  we have in the process  of  emotion regulation.  Gross  informally described a 
number of emotion regulation strategies, and how they can influence the level of emotion. We translated these relations  
into mathematical formulas, which describe the relation in more detail (e.g., whether the willingness to regulate one’s 
emotion increases the quickness of changing one’s behavior linearly or quadratic). Furthermore, we added a number of 
variables (e.g., the above described willingness to regulate one’s emotion) to create a working computational model. By 
doing this, we refined Gross’ theory into a more detailed version. Additionally, as it does not seem very plausible to 
have  one  set  of  ‘ideal’,  innate  characteristics  applicable  in  various  contexts,  we  added  adaptation  to  changing  
circumstances to the emotion regulation model.  The adaptive model  includes mechanisms to assess  and adapt  the 
degrees of flexibility of the emotion regulation process over longer periods. Experiments showed that the model with  
adaptation fits the empirical data better. Although this is obviously not an exhaustive proof for the correctness of the 
model, it is an important indication that reappraisal as performed by humans may indeed be an adaptive process, as has  
been postulated by current informal models of reappraisal (Kalisch, 2009).
Although the process of emotion regulation is widely investigated in the literature (e.g., Gross, 1998, 2001; Ochsner and 
Gross, 2005; Thompson, 1994), not so many contributions address the possibility of developing a computational model. 
What  has  been  developed  so  far  either  addresses  some  very  specific  aspects  of  the  process  at  a  more  detailed  
(neurological) level (e.g., Thayer and Lane, 2000), or aims at incorporating emotions into software agents, in which 
case they focus more on emotion elicitation (appraisal) than on emotion regulation (e.g., Armony et al., 1997; Bates,  
1994; Velasquez, 1997). Part 2 of this dissertation can be seen as a first step in an attempt to build a bridge between both 
directions. It formalizes an existing theory about emotion regulation using a high-level modeling language, but still in  
enough detail to be able to generate useful simulations. As such, it has similarities with the work of Marsella and Gratch  
(2003), who propose an approach to incorporate both appraisal and coping behavior into virtual humans.

Part  3  of  this  dissertation  focused  on  the  development  of  I-PEFiCADM,  a  computational  model  of  perceiving  and 
experiencing fictional characters, and using these perceptions to make decisions based on rational as well as affective  
input. In Chapter 6, the theoretical account of involvement-distance trade-offs (Van Vugt et al., 2009) was translated  
into a simulation model. Two main results were established. First, simulation experiments showed that the model turned 
out to be adequate for simulating the dynamics of involvement-distance trade-offs and their influence on satisfaction.  
Second, it was found that positive features can increase the level of distance, and that negative features can increase  
involvement. This is explained by the fact that the factor levels do not directly influence involvement and distance, but 
merely indirectly via the factors of similarity, relevance and valence. Although this finding may be counterintuitive, it  
corresponds to empirical evidence by, for instance, Van Vugt, Hoorn et al., (2006); Van Vugt, Konijn et al., (2006).
With  formalizing  I-PEFiC,  we  refined  all  the  informally  described  relations  of  the  model  into  more  detailed 
mathematical  formulas.  The  fact  that  simulation  results  produced  using  this  more  detailed  theory  correspond  to 
empirical evidence, indicates that the refined theory is correct, and thereby improves the existing theory. This gives rise  
to more specific hypotheses for future research. For example, on how the effect of a small change in perceived ethics on  
involvement compares to the effect of a large change in ethics, and how this compares to the effects of similar changes  
in affordances.
In Chapter 7, the computational I-PEFiC model (see Chapter 6) was extended with goal-directed judgment formation 
(Hoorn et al., 2007) and overt actions to achieve affective decision making, hence I-PEFICADM. This way, the rather 
passive, covert responses dealt with by the I-PEFiC theory were extended with an account of more active and overt  
responses. Moreover, the ECAs had the availability over goals to establish beliefs about how certain actions would  
sustain or obstruct them. Simulation experiments were performed to test the behavior of this model. The hypothesis was 
that users or other agents were used as a means for the ECA to achieve goals and that the calculated valence to those 
means would make the robot select one of possibly five actions: positive approach, negative approach, avoid, change, or  
do nothing. Our experiments showed that indeed this was the case and that robots could combine rational decisions with 
affective decisions. Thus far, ECAs and software systems were taken as instruments for humans to achieve human  



goals, without the robots having a ‘mind of their own.’
In Chapter 8, we extended the resulting model of affective decision making in such a way that the agents change their  
(simulated) perceptions and beliefs about other agents if actions are taken. Furthermore, the extension manages that the 
agents can simulate specific emotions, such as anger. We performed simulation experiments to show how the actions 
affect the agents. These results are as would have been expected from the theory (Hoorn et al. 2007, Van Vugt et al.  
2006, Van Vugt 2008). This indicates that the developed extensions refine the existing theory. After all, in the original  
theory there were no relations specified on how actions of others would change one’s perceptions and beliefs, and how 
this influences specific emotions such as anger.

To this point, we had two logically consistent  models,  but these models were still  separate pieces as it  were.  The 
connection was  not  worked  out  in  detail  yet.  Moreover,  especially I-PEFiCADM needed  a more  extensive  form of 
validation. Therefore, Part 4 of this dissertation focused on integrating the models into the elaborate computational  
model Silicon Coppélia and on the ecological validation of the integration.
In Chapter 9, we made the connections fit and were able to present an implementation of Silicon Coppélia, which is a 
combination of CoMERG (see Part 2 of this dissertation), I-PEFiCADM (see Part 3 of this dissertation), and a simplified 
version of EMA (Marsella & Gratch, 2009). In the integrated model, the agents simulate goal-related beliefs that lead to  
emotions. More specifically, the agents simulate beliefs about the responsibility of other agents for (not) achieving goal-
states, and about praiseworthiness based on this responsibility. The agents also simulate beliefs about the likelihood of 
achieving goal-states. These beliefs were based on beliefs that certain states in the world are true,  and beliefs that  
certain states affect other states in the world. The beliefs, together with the other variables in the system, affected the 
seven  emotions  that  were  ‘experienced’ by  the  agents:  joy,  distress,  hope,  fear,  anger,  guilt,  and  surprise.  These  
emotions  were  aggregated  into  an  overall  mood.  Furthermore,  ECAs  equipped  with  the  system  are  capable  of 
performing certain emotion-regulation strategies, based on CoMERG and EMA.
Simulation  experiments  showed  that  Silicon  Coppélia  could  simulate  richer  affective  behavior  than  CoMERG,  I-
PEFiCADM and EMA could do,  each on their  own. CoMERG and I-PEFiCADM cannot  simulate emotions or  belief-
changes based on beliefs about the responsibility of other agents and the likelihood of goal-states happening, whereas  
EMA is not capable of making irrational decisions when appropriate. This provides evidence that with integrating the  
existing theories, we created a new theory that offers a picture that is more complete.
Chapter 10 presents an affective virtual agent that can play tic-tac-toe. Because it is equipped with Silicon Coppélia, it  
can show human-like emotional behavior. Based on whether the agent reaches its goals (winning and losing when the 
agent has ambitions to win or lose), the likelihood of these goals, and the expectedness of the move of the user and the  
outcome of a game, the emotions joy, distress, hope, fear, and surprise are simulated and shown by the agent by means  
of facial expressions. We created five different agents, each with different parameter settings, to test the behavior under 
various conditions
In Chapter 11, we developed a speed-dating application, in which a human user could communicate with an affective  
agent  via  multiple-choice  questions  on  a  website.  Because  of  the  emotionally laden  setting of  a  speed  date,  this 
application serves well as a test bed for emotion models. We equipped the virtual speed-dating partner, named Tom,  
with Silicon Coppélia. As an advanced, implicit version of a Turing Test (Turing, 1964), we let participants perform a 
speed-dating session with Tom in Chapter 12, and asked them how they thought Tom perceived them during the speed-
date. What the participants did not know, was that in one condition, a human was controlling Tom, whereas in the other  
condition, Tom was equipped with Silicon Coppélia. A novel element in this experiment was that participants were  
asked to imagine how an agent perceives them. To our knowledge, there is no previous research in which participants  
were asked to assess the perceptions of an artificial other.
We looked at previous research about human cognitive processes, such as human perception mechanisms, emotion 
generation and emotion regulation mechanisms (e.g., Gross, 2001; Marsella & Gratch, 2009; Van Vugt et al., 2009). By 
doing so, we looked at the way humans ‘work’ as if they were a machine with a ‘bio-physical mind’, and used this  
knowledge  to  fabricate  a  ‘silicon  mind’.  When  we  incorporated  this  silicon  mind  in  ECAs,  it  appeared  to  be  a  
reasonably adequate simplification of the human bio-physical mind. Whether analyzing the mind of the ECA should be  
called mind-reading or attribution does not really matter in my point of view. It is only a matter of words, and one may  
call it however one feels like. Whether humans read the mind of the agent the same way as they read the mind of a real  
person is beyond the scope of this dissertation. If  we want to make statements about that, we should compare the  
performance of a human mediated by the speed dating agent Tom to face-to-face communication. However, on basis of 
previous research (e.g., Reeves & Nass, 1996), we can state that it probably is a lot alike, as humans are inclined to see  
human qualities in non-human entities.
The speed-dating experiment  served  as  a  first  ecological  validation of  the  model.  Participants  did not  experience 
differences between the agent they were interacting with,  as  either  controlled by Silicon Coppélia or by a human  
confederate,  for  the  single  occurrence  of  the  experiment  and  isolated  effects  of  the  variables  measured  by  the 
questionnaire. Not that they did not have any significant effect; the effects just did not significantly differ. Thus, within 
the boundaries of the limited interaction possibilities, the participants perceived that Tom as controlled by a human 
confederate and Tom as controlled by our software perceived their moral fiber as similar, their relevance as similar, and  
so on. The participants felt Tom as controlled by our software and Tom as controlled by a human confederate were 
equally eager to meet them again, and exhibited equal ways to select a situation and to make affective decisions. Also, 
the emotions the  participants  perceived  in  Tom during the speed-date session did not  differ  significantly between  



conditions. Emotions were observable the participants, and these emotions were similar for a human controlled agent  
and software controlled agent.  This is  a  nice finding for  the engineer  who wants  to use these models to develop  
applications in which ECAs or robots interact with humans. After all, on all aspects measured for in the questionnaire,  
participants did not experience important differences between the expression of human behavior and behavior generated 
by our software. Furthermore, the emotions that were observed by the participants in Tom as generated by our software  
did not differ significantly from those observed in Tom as generated by a human confederate.
One could  say that  humans are also ‘just  machines’ of hydrocarbons instead of silicon,  and that  therefore,  human 
emotions are also engineered. In a way, this is of course true. However, based on the results in this dissertation, we  
cannot make any statements about that.  We can only state that using the simplification of a human looked at as a  
machine, which we created in this research project, participants cannot recognize a difference between a real human and 
our software controlling the ECA in the speed dating experiment. Based on the previous, we can conclude that we 
approach ‘the machine human’ rather well within this domain.
However, when we looked at the relations between the variables, it seemed that participants did perceive differences in 
the relations between the various perceptions of Tom controlled by a human versus our model. This shows that the 
cognitive structure implicitly recognized by the participants in Silicon Coppélia differed from the cognitive structure 
they implicitly recognized in Tom controlled by a human. This may be bad news for the cognitive scientist trying to 
reproduce human affective functioning. Although it is not explicitly recognized by the participants, they do implicitly  
recognize some differences in the cognitive structure of the model compared to human behavior but we are still in need 
of better evidence.

With the results described above, this research project answers the question whether equipping virtual characters with a 
combination of the cognitive models as described above makes the agents show human-like behavior. Based on the fact  
that there are no differences found between a human and our model controlling Tom on the individual variables, but  
there are differences found in the cognitive structure behind these variables, we can conclude that we may be closing in 
on a humanoid simulation of affect, but that we are not there yet. We created a theory that explains human emotional  
behavior reasonably accurately. By adding more detail to existing theories, and integrating the improved theories in one 
model that explains more than the originals, we improved on the theory of emotion-psychology, media psychology and 
communication science.  However,  the  accuracy and  corrobration  of  explaining the  cognitive  structure  behind this 
emotional behavior can still be improved.
By  equipping an  ECA with Silicon  Coppélia,  and  comparing  its  effects  on  humans  with  those  of  the  same ECA 
controlled by a  human confederate,  we contributed to  a  more complete  and accurate picture  of  the psychological  
processes evoked during mediated interpersonal and human-agent interactions. Thereby, we explored the mechanisms 
that  explain  the  success  or  failure  of  embodied  agents.  Applying  person  perception  as  well  as  human-computer 
interaction principles to the embodied conversational agent domain helped us to better understand user responses to 
these agents. For example, our speed-dating experiment indicated that it is possible to recognize human behavior in  
something that is told to be artificial, and to implicitly distinguish it from behavior generated by the same artificial thing 
controlled by a cognitive model, despite very limited interaction possibilities. This indicates that for designing a virtual 
other  that  is  believably emotionally  human-like,  the  interaction  possibilities  may not  be  as  important  as  thought  
previously.

By creating computational models using existing theories and integrating them into one system, we elaborated existing 
emotion theories on which the models were based, in making them more detailed and more precise and providing a  
more complete picture.  Experiments showed that  these adapted theories can be used to reproduce human affective  
behavior in an ECA quite successfully. Furthermore, it indicates that for designing ECAs that are perceived as humans, 
it is important to make them appear emotionally intelligent. The new insights acquired in this research project can be 
used  to  make  improvements  to  human-agent  communication  and  interaction.  If  we  do  this  successfully,  we  may 
conclude that the theories Silicon Coppélia is based on not only can explain human behavior, but they can also be used 
to reproduce human behavior in virtual humans. 



Figure 13.1. AAP interacts with its user, while sitting in its habitat (e.g., stone, tire, chair, tree trunk, and fridge). Photo 
by Jannes Linders. Retrieved Oct. 10, 2009 from http://www.skor.nl/popup.php?id=1302&label=FIG01

Future Research
In future research, we plan to determine the added value of the different parts we integrated into Silicon Coppélia. We 
plan to compare three versions of Silicon Coppélia: (1) Silicon Coppélia as presented in this dissertation, (2) Silicon  
Coppélia without Gross’ emotion regulation strategies,  and (3) Silicon Coppélia without Gross’ emotion regulation 
strategies  and without the generation of specific emotions taken from EMA. In order to do so, we will develop an 
improved test bed in which the behavior of all the individual models is required to make a robot behave emotionally 
intelligent. We expect that removing parts from Silicon Coppélia as described above will decrease user satisfaction with  
the robot.
Inspired by Aernout Mik’s AAP, a life-size orangutan animatronics (see Figure 13.1), which can play tic-tac-toe when it 
feels like, we plan to extend the pilot application in which an ECA also played tic-tac-toe (see Chapter 10). AAP was a  
social event, an extra character with a personality in the everyday environment of the Sint Maarten clinic, provoking 
empathy in the audience and sometimes a little anxiety.

http://www.skor.nl/popup.php?id=1302&label=FIG01


Figure 13.2: The toy chimpanzee robot (Hasbro) we plan to equip with Silicon Coppélia in future research

The ECA in the tic-tac-toe application will be replaced by a  toy chimpanzee robot (see Figure 13.2), which we will 
equip with several versions of Silicon Coppélia. This chimpanzee will then have a short interaction with the participant,  
using parts of the speed dating application, and play tic-tac-toe. The chimpanzee will be able to trade rational choices to 
win the game for affective choices to let the human opponent win if they are nice to him. For doing this, the toy chimps  
are equipped with several sensors so users can touch and pet the chimp to show affection. These inputs will be used to 
control the affect of the chimp towards the user. Additional to serving as a test bed, the resulting chimpanzee could be 
used as a virtual companion to improve the well-being of people that have to stay in a long-term care facility.

Applications
Modeling human behavior and reproducing it in artificial systems, such as the chimpanzees described above, can also 
be of great use in various other applications. One possibility is to design systems that in their behavior have certain 
aspects in common with humans. For example, they may have some forms of intelligence, show some types of emotions 
or even simulate consciousness. ECAs also fall into this category. ECAs that exhibit forms of emotional intelligence  
could be useful for a wide variety of applications, such as (serious) digital games, tutor and advice systems, or coach 
and therapist systems. 
For example,  Silicon Coppélia could be used to improve the emotional intelligence of a ‘virtual crook’ that could be 
used for police studies to practice situations in which the police officers should work on the emotions of the crook, for  
example questioning techniques (Hochschild, 1979; 1983). Another possible use of models of human processes is in 
software and/or hardware that interacts with a human and tries to understand this human’s states and processes and  
responds in an intelligent manner. Many ambient intelligence systems (e.g., Aarts, Harwig, and Schuurmans, 2001) 
include devices that monitor elderly persons. In settings where humans have to interact intensively with automated  
systems, the system can combine the data gathered from these devices with an adjusted version of Silicon Coppélia to  
maintain a model of the emotional state of the user. This can enable the system to adapt the type of interaction to the  
user’s needs.

13.3.1. Virtual storytelling
That society becomes older and individuals more self-centered are two trends that contribute to the experience that,  
emotionally and socially, people become more isolated (Killeen, 1998). In reaction, scientists develop ECAs that act as  
friends for lonely individuals – as a kind of artificial parrot. Some of these ECAs generate fiction stories, in which the  
characters show realistic behavior and the user can influence the storyline. Virtual storytelling has become a hot topic in 
academic areas such as artificial  intelligence, human-computer interaction and cognitive science. The industry also 
shows interest, with respect to game design and screen writing (Romano et al., 2007).
To develop virtual stories, a large variety of approaches have been proposed (e.g., Cavazza et al., 2002; Dautenhahn,  
1998; Robertson & good, 2003; Theune et al., 2003). A trend in these approaches is the movement from stories with a 
fixed, pre-scripted storyline toward emergent narratives; i.e., stories in which only a number of characters and their 



personalities are fixed, rather than the precise script of the story (Aylett, 1999). In the latter type of storytelling, ideally,  
all the designer (or writer) has to do is to determine which (types of) characters will occur in the play, although usually  
it is still needed to roughly prescribe a course of events. Hence, advantages of emergent narratives are the reduced 
amount of work that has to be spent by the writer, and the non-deterministic and unpredictable behavior of the story.
In parallel with the shift from fixed storylines to emergent narrative, there has been a development in the nature of the  
involved characters as well. Recently, the characters (or agents) that are present in virtual stories are transforming more 
and more from shallow agents to complex personalities with human-like properties such as emotions and theories of 
mind. To accomplish this, researchers have started to incorporate cognitive models within ECAs (e.g., Marsella et al., 
2000; Paiva et al., 2001). 
Silicon Coppélia can be seen as a  next step into this direction. It  enables ECAs to perceive and experience other 
characters  in  the  virtual  story,  including  the  user.  Based  on  these  perceptions,  the  ECA can  form  feelings  and 
involvement and distance toward the other characters. The ECA can combine these feelings with the more rationally 
formed intentions to ‘use’ the other characters to reach it goals, to make decisions on its own. The ECA can simulate  
emotions, and regulate them upwards as well as downwards using various emotion regulation strategies.

Self-help therapy
ECAs telling stories are not only useful to make the elderly feel less lonely; virtual storytelling also proved to be useful  
for  clinical  experts  in  the treatment  of  behavior  problems,  family counseling,  and training (e.g.,  Painter,  Cook, &  
Silverman, 1999), acquisition of language and other sign systems (Schlosser & Lloyd, 1993), or in persuasive contexts  
(e.g.,  Lee  &  Leets,  2002).  The  motivation  for  developing  robots  that  tell  virtual  stories  may  vary  from  pure 
entertainment (e.g., computer games) to educational purposes (e.g., training environments, teaching strategies) (Johnson 
et al., 2005), persuasion (e.g., science and health communication), or clinical therapy.
In particular, ECAs can play a useful role in the interaction between human and computer in a Web context. One of the 
application areas foreseen is in self-help therapy, in which humans with psychological disorders are supported through 
applications available on the Internet and virtual communities of persons with similar problems. An ECA equipped with 
Silicon Coppélia can respond empathically toward the user. Together with expert knowledge, the ECA can use the  
model to behave emotionally intelligent and give ‘the right response at the right moment’. Additionally, as the model is 
based on human emotional structure,  it  can use adjusted versions of Silicon Coppélia for keeping a model of  the  
emotional state of the user. Silicon Coppélia enables the ECA to perceive the user at different points in time. It can keep 
track of the changes in perceptions, and use this information in interaction with the user (e.g., giving compliments, or  
giving extra support in times of need).

Ethical considerations
Equipping ECAs and robots with emotional intelligence can support people’s wellbeing, for example, as a pet, a toy, as 
teacher,  storyteller,  coach,  or  therapist.  In  future  research  at  the  SELEMCA project  (www.selemca.com),  we  will 
develop ECAs and ‘Caredroids’: humanoid care robots to improve the well-being of patients and care deliverers. These  
Caredroids will serve as coaches and lifestyle advisors, assist with filling in forms, provide entertainment, and match 
patients to care professionals and volunteers that fit their needs best.
The Caredroids will communicate affectively with their users, and build up personal relationships with them. In order to  
do so, the Caredroids will need to have a sense of communication rules, social interaction and perception, and the 
appraisal of certain social situations. To this end, we will elaborate on the Ethics and Affordances modules of Silicon 
Coppélia. To improve the affordances of the Caredroids, we will equip them with care protocols and expert knowledge,  
so the users will see the Caredroids as experts, and trust on their advice. To deal with the responsibility of being seen as  
an expert, and improving the ethics of the Caredroids, they will be equipped with an ethical reasoner. Together with the  
care protocols, this will make the Caredroids behave ethically ‘right’ toward its users. The fact that its users may often  
be going through a rough period, and may often be emotionally vulnerable, makes this especially important. When the 
Caredroids detects a situation that is ethically complex, they should not overestimate their own capabilities to deal with  
the situation, but contact a human care deliverer to deal with the situation.
Security is another important issue to consider. The Caredroids will handle sensitive personal data, such as the medical 
history of patients and information about  the user’s  personality,  to be able to adapt to their  needs.  By developing  
Caredroids that offer this functionality, privacy becomes an even more important issue than it is now. A huge amount of 
personal information of humans is already stored in databases that are often interconnected. This raises the need for  
high-end security. People may think that a non-human counselor is safe, but it is just another piece of software so that  
information can be used for good or for ill. When ECAs or robots have the opportunity to monitor their user affectively, 
unauthorized people could be interested in this information as well. The information the robot keeps about its users  
should be stored in an extremely secure way, so it is inaccessible to third parties. Additionally, users should have the 
right and the possibility to access information that is stored about them, and ask for certain information to be changed if  
incorrect, or removed from the database if they desire to.

The Caredroids that we will develop in the SELEMCA project will of course not be completely identical to humans. 
However, the Turing Test experiment (see Chapter 12) showed that, within a limited domain, the agent was already 
barely indistinguishable from humans in operating an ECA on a range of aspects. In the future, similar experiments may 
indicate  that  the  human  who  mimics  the  robot  is  taken  for  an  android.  So  what  if  we  make  a  robot  that  is 
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indistinguishable from a healthy person? Will that improve our quality of life?
It is important to realize that androids that communicate affectively, like all new developments, can be used for the 
good, but also for malicious purposes.  When used for the wrong goals, or when errors are made in the design or 
production process, negative consequences may occur. Also, techniques that seem useful at first may have negative  
consequences to society as well that are easily overlooked.
Currently, the first ECAs and robots are being built of which can be said humans build up relationships with them (e.g.,  
robot pets that are used to prevent loneliness, such as in Wada & Shibata, 2006). It is expected that these human-robot  
relationships will get more personal over time. David Levy (2007) even predicts partner robots with which people will  
fall  in  love,  have  sex,  and  marry.  What  effects  will  it  have  on  society  if  this  happens?  Will  people  have  less  
interpersonal contact, because contact with robots is optimized to be enjoyable? Will you be able to return your partner-
robot to the manufacturer if it loses interest? If it has its own goals, will it threaten to reject the user to reach them  
through manipulation? Androids that communicate affectively with the user have the potential to mislead people, if 
programmed  that  way.  Androids  could  lie  while  perfectly  showing fake  emotions.  Part  of  this  problem could  be  
prevented by building androids that love the user unconditionally. But then, will users mistreat it, or see it as a slave? 
And if so, how would this change the way we treat other humans? If mistreated, should robots be allowed to defend 
themselves? And if not, are there other circumstances under which they should? 
The first of the famous three laws of Asimov states that a robot may not injure a human being, or through inaction allow 
a human being to come to harm (Asimov, 1976). However, this law has already been violated. There already exist 
robots that have the ability to kill people. Robots already exist that are especially developed to do so, such as the MQ-1  
Predator drone aircrafts, armed with Hellfire missiles. These unmanned aerial vehicles have been used by the US and 
the Israeli army to kill militants as well as civilians (Galasco et al., 2009; Grier, 2009). Some people argue that the use  
of autonomous combat robots can make warfare more humane (Arkin, 2009). However, the threshold of entry into 
warfare may be lowered, because it will be machines instead of human lives that are being risked. 
Furthermore, given that machines are developed that exhibit forms of consciousness (Holland, 2003), the possibility 
that we might be “dominated” by machines, as we are warned for in many books and films, may become a genuine 
worry. Who is to say that they would not enslave or exterminate us? We should reflect on our research, and talk about  
the possible consequences, to ensure that the step we are making forward really is improving human life, and does not 
turn out to actually be a step into a pitfall! 


